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Outline	

•  Robot	ethics	
– Why	and	how	robo+cists	must	be	ethical	

•  Ethical	robots	
– How	robots	could	be	ethical	



Robot	Ethics	



Scien.sts	Behaving	Responsibly	

a	call	from	the	Sunday	Times	...	



Joshua	Brown’s	
Tesla	model	S		

May	2016,	Florida	

Accidents	happen	

“Inves.ga.on	begins	on	robot	
security	aUer	child	is	hurt”	
CNCB	News,	July	2016	



Robot	pets	and	dependancy	

Paro	robot	baby	seal	



Robot	toys	and	privacy	

Teksta	robot	puppy	

Anki	Cosmo	robot	



Robots	that	might	deceive	us	
We can build amazing 
android robot bodies, 
but we cannot (yet) 
build their brains 

Geminoid-dk modelled on Henrik 
Schärfe 

Actroid,	University	of	Osaka		



First	wave	robots	and	jobs	

Kiva	systems	
warehousing	robots	

Assembly	line	
robots	



Second	wave	robots	on	the	road	

Driverless	trucks	

Taxis	



Second	wave	robots	in	healthcare	
Aethon	TUG	
hospital	portering	
robot	

Willow	PR2	robot	



Four	categories	of	ethical	harm	

•  Unintended	physical	harm	
•  Unintended	psychological	harm	

•  Unintended	socio/economic	harm	

•  Unintended	environmental	harm	

How	can	these	harms	be	minimised,	or	
mi.gated?	



																					TRUST	

A	Roboethics	Roadmap*	

ethics	 regula.on	standards	

Responsible	
Innova.on	

Ethical	
governance	

Bench-
marks	

Open	science	
reproducibility	

Verifica.on	&	
valida.on	

Design		
for	Safety	

Regulatory	Bodies	

Public	
Engagement	

Emerging	standards:	
ISO	13482	
BS	8611	

IEEE	Global	Ini.a.ve	(2016)	

Emerging	Ethics:	
Roboethics	roadmap	(2006)	
EPSRC/AHRC	principles	(2010)	

Rome	declara.on	on	RRI	
EPSRC	AREA	framework	

Founda.on	for	Responsible	Robo.cs	

*From:	evidence	submiked	to	2016	UK	parliamentary	inquiry	





Ethical	Risk	Assessment	

•  BS8611	is	a	set	of	20	dis.nct	ethical	hazards	and	
risks,	grouped	under	four	categories:	
–  societal,		
–  applica.on,		
–  commercial/financial,	and		
–  environmental.		

•  Advice	on	measures	to	mi.gate	the	impact	of	
each	risk	is	given,	along	with	sugges.ons	on	how	
such	measures	might	be	verified	or	validated.	





Deliverables	

17	



P7001	-	Transparency	
•  Based	on	the	radical	proposi.on	that		
–  it	should	always	be	possible	to	discover	why	an	
autonomous	system	made	a	par.cular	decision	

•  Transparency	is	not	one	thing	
•  Stakeholders:	
–  Users	
–  Safety	testers/cer.fiers	
–  Accident	inves.gators	
–  Lawyers/expert	witnesses	
–  The	public	at	large	

18	

See	Winfield,	A.	F.	(2019).	Ethical	standards	in	Robo.cs	
and	AI.	Nature	Electronics,	2(2),	46-48.	



P7001	-	Transparency	
•  Based	on	the	radical	proposi.on	that		
–  it	should	always	be	possible	to	discover	why	an	
autonomous	system	made	a	par.cular	decision	

•  Transparency	is	not	one	thing	
•  Stakeholders:	
–  Users	
–  Safety	testers/cer.fiers	
–  Accident	inves.gators	
–  Lawyers/expert	witnesses	
–  The	public	at	large	

19	

Winfield	(2019),	Nature	Electronics,	2:46-48	



An	Ethical	Governance	framework	for	
robo.cs	and	AI	
•  Have	an	ethical	code	of	conduct,		

–  so	that	everyone	in	the	organisa.on	understands	what	is	expected	of	
them.	And	provide	a	mechanism	for	whistleblowers.	

•  Provide	ethics	training	for	everyone,	without	excep.on.		
–  Ethics,	like	quality,	is	not	something	you	can	do	as	as	add-on;	simply	

appoin.ng	an	ethics	manager,	while	not	a	bad	idea,	is	not	enough.		
•  Undertake	ethical	risk	assessments	of	all	new	products,		

–  and	act	upon	the	findings	of	those	assessments	
•  Be	transparent	about	your	ethical	governance.		

–  Of	course	your	robots	and	AIs	must	be	transparent	too,	but	here	I	mean	
transparency	of	process,	not	product.	It's	not	enough	to	claim	to	be	
ethical,	you	need	to	show	how	you	are	ethical.		

•  Be	serious	about	ethical	governance	
–  Even	if	you	have	the	four	processes	above	in	place	you	also	need	to	be	

sincere	about	ethical	governance	

See	Winfield	AF	and	Jirotka	M	(2018),	Ethical	Governance	is	essen.al	to	
building	trust	in	robo.cs	and	AI,	Phil.	Trans.	R.	Soc.	A	376:	20180085	



Ethical	Robots	



Before	AUer	

Is	it	possible	to	build	an	ethical	
machine?	



Credit:	JR	Casas	

Simple	ethical	behaviours	



A	thought	experiment	



IF	for	all	robot	ac.ons,	the	human	is	equally	safe	
THEN	(*	default	safe	ac.on	*)	
				output	safe	robot	ac.ons	
ELSE	(*	ethical	ac.on	*)	
				output	robot	ac.on	for	least	unsafe	human	outcome	

An	ethical	rule	



1.  a	robot	may	not	injure	a	human	being	or,	
through	inac.on,	allow	a	human	being	to	
come	to	harm;	

2.  a	robot	must	obey	any	orders	given	to	it	by	
human	beings,	except	where	such	orders	
would	conflict	with	the	first	Law,	and		

3.  a	robot	must	protect	its	own	existence	as	long	
as	such	protec.on	does	not	conflict	with	the	
first	or	second	Law.		

Asimov’s	three	laws	



Webots	simula.on	of	NAO	
robot	soccer	

Credit:	Webots	

Technology	for	an.cipa.on	exists	



The	simula.on-based	internal	model	



The	consequence	engine	
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Figure 2. The Consequence Engine (CE) architecture, and its relationship with the robot’s controller. Modules dealing
with different kinds of information are color coded.

has generated a complete set of consequences and their
evaluation in the form of safety values, all next possible
actions together with their corresponding safety values are
passed to the Action Selection (AS) mechanism of the
robot. This AS module then selects one of the actions
according to this evaluation for execution by the robot
controller.

3.2 Modules
The AE, SL, and AS are discussed in detail in section 4
in the context of the set of possible actions and their
corresponding safety values.

3.2.1 Object Tracker-Localizer The OTL has been
implemented using a commercial motion capture system
and fitting the robots with reflective markers. The motion
capture system supplies the robot with position and pose
data for all robots. This system is discussed in more detail
in appendix B. In principle this module could also be
implemented locally on the robot using a camera and

computer vision, or by all agents broadcasting their own
position and orientation.

3.2.2 Simulation-Based Internal Model The
simulation-based internal model comprises three modules:
the Robot Model, Robot Controller and World Model. The
Robot Model is a model of the robot running the CE as
well as all other robots, The Robot Controller is a duplicate
of the robot’s real controller, and the World Model is a
a virtual duplicate of the environment. After it has been
initialised with the current situation by the OTL, i.e. the
environment and pose of both the smart robot and all other
robots in the environment, the simulation-based model can
generate simulated trajectories and any consequences, i.e.
collisions. The internal model and its implementation in
this research is described in detail in appendix A.

3.2.3 Action Evaluator The AE checks the trajectories
generated by the internal simulation for each action against
the safety action defined as a part of the task of the robot.
It labels the actions as safe or dangerous and passes this
information on to the SL. For more detail on the safety

Prepared using sagej.cls

Diagram	from	Blum	et	al,	Fron+ers	in	Robo+cs	and	AI,	2018.	



Experimental	work	by	Dr	Dieter	Vanderelst	

NAO	robots	

Experimental	work	by	
Dr	Chris.an	Blum	

e-puck	robots	



Trial	2	runs	

Winfield,	A.	F.,	Blum,	C.	and	Liu,	W.	(2014)	Towards	an	ethical	robot:	Internal	models,	
consequences	and	ethical	ac.on	selec.on.	In:	Mistry,	M.	et	al,	eds.	Advances	in	
Autonomous	Robo.cs	Systems:	TAROS	2014,	Birmingham,	UK,	pp.	85-96		



Trial	3:	the	robot’s	dilemma	



Vanderelst,	D.	and	Winfield,	A.	F.	(2018)	An	architecture	for	ethical	robots	inspired	by	the	
simula.on	theory	of	cogni.on.	Cogni+ve	Systems	Research,	48.	pp.	56-66.	



An	ethical	zombie	

WowWee	robot	

How	ethical	is	our	ethical	robot?	



Ethical	black	box	

Winfield,	A.	F.	and	Jirotka,	M.	(2017)	The	case	for	an	
ethical	black	box.	In:	Gao,	Y.,	ed.	(2017)	Towards	
Autonomous	Robot	Systems.	Springer	

The	ethical	black	box	

hkps://www.robo.ps.co.uk	



The	robot	ethics	landscape	

Robot	Ethics	
(the	ethical		
applica.on	
of	robots)	

Ethical	Robots	
(how	robots	could	

themselves	be	ethical)	

*Moor’s	categories	of	ethical	agency	from	
J	Moor	(2006),	The	Nature	Importance	and	Difficulty	of	Machine	
Ethics,	IEEE	Intelligent	Systems,	1541-1672.		

Ethical	Impact	
Agents*	

Implicitly	Ethical	
Agents*	

Explicitly	Ethical	
Agents*	

any	machine	that	can	be	
evaluated	for	its	ethical	

consequences	

machines	designed	
to	avoid	unethical	

outcomes.		

machines	that	can	
reason	about	ethics.		



We	don’t	need	a	major	breakthrough	in	AI	to	
build	an	ethical	robot	

A	major	breakthrough?	

Winfield,	A.	F.,	Michael,	K.,	Pik,	J.,	&	Evers,	V.	
(eds.	2019).	Machine	ethics:	The	design	and	
governance	of	ethical	AI	and	autonomous	
systems.	Proceedings	of	the	IEEE,	107(3),	
509-517.	



Thank	you!	

•  We	need	standards,	regula.on	
and	ethical	governance	

•  We	need	ethically	aligned	robots	

•  We	need	to	debate	the	ques.on:	
– “to	what	extent	should	we	delegate	
ethical	responsibility	to	robots?”	

•  And	we	need	transparency	


